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ABSTRACT In recent years, growing use of information technology (IT) and the big data revolution in
agriculture have led many farms to adopt precision agriculture methods and to accumulate large amounts of
data. Exploiting these data for effective decision support requires the ability to integrate data from various
sources, to conveniently analyze the data, and to infer valuable insights. This paper presents a framework
for integrating and analyzing agricultural data from various sources, which leverages cloud-computing,
thereby contributing to the scalability, flexibility, affordability, and maintainability of the solution compared
to existing solutions. The framework defines a functional infrastructure of cloud-based services that facilitate
integration, analysis, and data visualization. These services can be either end-user applications or services
intended as a platform for creating new services. To design the framework’s architecture, we applied a topdown and bottom-up approach. Based on the top-down analysis of information collected through interviews,
questionnaires, and literature review, we defined an initial architecture of the framework. We then used this
initial architecture to develop different applications, and based on the experience and insights gained and
new requirements that were faced, the architecture was revised in an iterative process. We demonstrate the
application of the framework through several use cases. Each use case represents different data integration
requirements and is based on different services of the proposed framework.
INDEX TERMS Agricultural services, cloud computing, cloud services, data integration, framework,
precision agriculture.
I. INTRODUCTION

In recent years, growing use of information technology (IT)
and the big data revolution in agriculture [1], [2], also
known as Agriculture 3.0, have led many farms to adopt
precision agriculture methods [3], [4]. Moisture levels, nitrogen levels, and ground and air temperatures are only few
examples of data that are captured by many agricultural
information systems (IS) using sensors, satellites, and other
technologies [1]. Multi-year databases are becoming available as well, allowing to track data trends over time.
Nevertheless, these advances bring with them different
challenges: First, they have led to the accumulation of a
huge amount of data, resulting in a ‘data overflow’ problem
[3], [5], [6], and stressing the strong need for intelligent
The associate editor coordinating the review of this manuscript and
approving it for publication was Nitin Gupta
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storage and processing capabilities that allow for fast retrieval
and analysis of information. Second, it seems that still,
in many farms, different types of data are managed on
separate systems that do not interact with one another [1],
resulting in missed opportunities for more effective decision
support.
Enhancing decision support for farmers is contingent on
integrating data from various sources. For instance, the combination of weather, topological terrain, irrigation, and crop
yield data would contribute to irrigation management decisions, and the combination of beehive treatment information, data on plants growing around the beehive area, and
honey production levels would improve beehive management
decisions. Importantly, however, data integration alone is not
sufficient for decision support – it should also be possible to
conveniently analyze the data and infer valuable insights from
them.

This work is licensed under a Creative Commons Attribution-NonCommercial-NoDerivatives 4.0 License.
For more information, see https://creativecommons.org/licenses/by-nc-nd/4.0/
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The lack of information integration from many agricultural resources was recognized already in the early 2000s.
According to Zhang et al. [3], precision agriculture leads to
the accumulation of a huge amount of data, resulting in a ‘data
overflow’ problem. They identify a strong need for tools for
data storage, processing, management, and analysis as well as
data-exchange standardization. Since then, different solutions
for agricultural data integration and management have been
proposed in the literature (e.g., [5], [9]).
This paper presents a framework for integrating and analyzing agricultural data from various sources, which leverages cloud-computing, thereby contributing to the scalability,
flexibility, affordability, and maintainability of the solution
compared to existing solutions. The framework defines a
functional infrastructure of cloud-based services that facilitate integration, analysis, and data visualization. The framework services can be either end-user applications or services
intended as a platform for creating new services. It should
be noted that the framework is designed to integrate and
process data from both existing external databases and new
databases, while reusing exiting software services when
possible. The framework is demonstrated and evaluated in
several use cases. Each use case represents different data
integration requirements and is based on different services of
the proposed framework.
Our research leverages cloud computing to develop a
framework that facilitates the integration and analysis of agricultural data from various sources. The advantages offered
by cloud computing, including reduced costs, on-demand
computational services that lead to flexibility and scalability, and outsourced management of IT infrastructure, indeed
stand out in the context of agriculture, where, on the one
hand, farmers often lack the resources required for digitizing
their activities and, on the other hand, massive volumes of
data are constantly collected and need to be monitored and
analyzed [1], [11].
The rest of the paper is organized as follows. In the
next section, in which our goals and methods are discussed, we present our design science, top-down and bottomup research approach, describe the requirement analysis
phase, and provide background on cloud computing and data
integration techniques that are used. Then, in Section 3,
we present our results, including the functional framework
and three use cases that demonstrate the application of the
framework and its different aspects. Finally, in Section 4,
we discuss the results and provide conclusions.
II. GOALS AND METHODS

Two main goals guide this research:
1. Provide a framework that defines an infrastructure
of cloud-based services for farmers that would facilitate the integration and analysis of data from various sources to create effective decision support and
improve farm management. The infrastructure services
can also be used for constructing new agricultural
services.
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2. Provide demonstrative use cases for developing agricultural data integration and analysis services using
cloud computing. The three use cases, detailed below,
can serve as reference models for developing different
data integration services.
Our research method is derived from the design science paradigm [10]. To develop the framework/infrastructure
of agricultural cloud-based services (the design artifact),
we constructed the framework based on requirements and
challenges of farmers with respect to data integration and
analysis that are gathered from: 1) the existing literature (see
below); 2) unstructured interviews with farmers from various
farms in Israel and relevant professionals from organizations
such as Plant Protection Services, Israel’s Cotton Council,
and Agricultural Research Organization; 3) surveys of more
than 100 farmers about their current use and intention to use
computerized, cloud-based services for farm management
tasks.
The developed framework (see Section 3) is then applied
in several use cases, which represent particular requirements
of particular farms. Based on the framework, we developed
cloud-based services that fulfill the identified requirements.
Specifically, we used the framework in the following use
cases:
1. Development of a service that collects data on Red
Palm Weevil (RPW) spread from various distributed
and heterogenic data stores and geographically visualizes these data.
2. Development of an ontology-based decision support
system (DSS) for pest control.
3. Development of models for irrigation recommendation,
yield prediction, and disease prediction based on data
collected from various sources, such as soil and plant
sensors and weather stations.
4. Development of an apiary management system that
records and manages treatment data on the various beehives and allows analyzing productivity with respect to
treatments and genetic lines of bees.
5. Development of a dashboard for farmers that presents
various key performance indicators based on data
gathered from various resources to facilitate farmers’
decision support.
6. Implementation of a cloud-based farm management
system in a small-medium sized farm that grows
field-crops.
7. Development of a DSS for agricultural machinery
selection.
8. Development of a mobile application (app) for
crowd-based pest damage reporting and analysis.
Due to space limitations, we will present in detail only the
first three use cases in this paper. The first use case (RPW)
demonstrates an extract-transform-load (ETL) process, i.e.,
the extraction of data from different existing databases, transformation of the data to a shared representation, and loading
the data to an integrated database. The second use case
(DSS for pest-control) demonstrates knowledge management
VOLUME 10, 2022
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and knowledge reuse based on ontologies and the Semantic Web. The third use case (irrigation recommendation)
demonstrates the application of machine-learning tools on
data integrated from various sources to predict recommended
irrigation amounts.
While developing the applications and services required
for addressing the above use cases, we further revised the
framework and extended it with required components.
In the following subsections, we describe the requirement
analysis process, provide information on cloud computing
and its use in agriculture, and provide background on data
integration.

FIGURE 1. Usage/intention to use/familiarity distributions of different
applications. Based on results reported in [11].

and programming of new automated methods according
to user-defined rules.
• The user must also be given complete control, whenever
desired, to have access to the parameters for processing
and analysis functions. Expert users may wish to control
and try new solutions.
• The introduction of expert knowledge (for instance, rulebased knowledge) must be possible. This may offer the
opportunity to fine-tune the systems to local conditions
and to include the user’s expertise, practices, and preferences (such as risk profiling, for instance).
• More integrated and better standardized computer systems are needed. This might reduce the technical investment, the learning curve, and the need for technical
support.
In addition to the functional requirements presented above,
we have also extracted requirements found in the literature
on precision agriculture and cloud-based agriculture systems.
These additional requirements include:
• Support for non-invasive monitoring through wireless
systems [11].
• Localization support – user interface in the farmer’s
native language; however, relevant information may
exist in different systems in different languages
[7], [9], [12], [14].
• Ability to store a large volume of data
[7], [13], [14], [16].
• Effective decision support – different types of data
should be measured or acquired. Measured data should
not be temporary but rather accumulated over time
(together with timestamps) [7].
• Support for easy and seamless integration and
interoperability with other software packages (including simulation packages) and other data sources (such
as meteorological data and market data), locally or
remotely via the Internet, using open data standards,
interfaces, and protocols. This is especially important to accommodate legacy systems and distributed
systems [9], [14].
• Scalability – ability to support growing numbers of
users and data sources [9], [15].
• Support for meta-data to allow data interchange
between applications [9].
• Low cost [9].

Our interviews with farmers and professionals from different agricultural institutes have led to the following general
functional requirements for agricultural applications:
• Management and decision support systems should be
designed to meet the specific needs of the farmers.
• Systems should have a simple user interface that allows
customization to different user profiles. A friendly user
interface is especially important for those users who are
inexperienced with software.
• Automated and simple-to-use methods for data processing are necessary. Systems should allow the inclusion

Cloud computing provides a new way for delivering computation, storage, network, and software services that has the
following characteristics [14]: 1) on-demand self-service –
users can provision resources by themselves automatically
as required; 2) broad network access – cloud computing
resources are available over the network and can be accessed
through standard mechanisms that promote the use of heterogeneous client platforms, such as smartphones, tablets,
and personal computers (PCs); 3) resource pooling – computing resources are pooled to serve multiple users using

A. REQUIREMENT ANALYSIS

As mentioned above, the initial version of the framework was
defined based on requirements raised by farmers and relevant professionals from agriculture-related institutes through
interviews and questionnaires. Questionnaires were collected
from 117 farmers [11]. In the questionnaires, farmers were
asked whether they are using different types of agricultural
applications, are familiar with and intend to use them in the
near future, are familiar with but do not intend to use them,
or not familiar with them. The distribution of answers for each
application are presented in Figure 1. These results stress the
importance of different agricultural applications as currently
perceived by farmers.
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multi-tenancy; 4) rapid elasticity – elastic provision and
release of computing resources as required; and 5) measured
service – cloud computing resource usage can be measured to
enable monitoring and controlling of usage and transparency
of usage charges.
The above characteristics create several advantages for
using cloud computing. First, cloud computing enables to
pay for computing resources and services per use, freeing
users from capital expenditure on computing hardware and
software and providing otherwise unattainable IT infrastructure at a reasonable cost [12], [16]. Second, it enables the
provision of computing resources quickly (in a matter of
minutes) compared to traditional models, leading to scalability and flexibility of applications to meet changing business
needs [1]. Furthermore, the ability to scale up the resources
available for an application and cloud-specific technologies
of parallel processing (e.g., Spark and Hadoop) and virtualization improve applications’ performance [13]. Third,
it provides anytime and anywhere access to shared computing resources. Fourth, it allows organizations to outsource
IT infrastructure management to external cloud providers,
reducing IT maintenance costs and the employment of IT
personnel [13].
There are three main cloud service models: Infrastructureas-a-Service (IaaS) – the capability to provide on-demand
processing, storage, and network resources, on which the
consumer can deploy and run software; Platform-as-aService (PaaS) – the capability to develop and deploy software using programming languages, integrated development
environments (IDEs), application programming interfaces
(APIs), and libraries and tools offered by the cloud service provider; Software-as-a-Service (SaaS) – the capability to use user-applications that are running on a cloud
infrastructure and that are offered by the cloud service
provider.
The advantages of cloud computing make it attractive for
use in the domain of agriculture and, in particular, in the area
of precision agriculture. As discussed above, precision agriculture technologies enable farmers and researchers to collect
large volumes of important data (big data), for instance, about
crop yield, terrain features, moisture levels, and temperature
levels, which allow them to dynamically react to changing
circumstances. The collection of large volumes of data and
the ability to process and analyze the data online require
strong computing capabilities, which are usually out of the
reach of most farmers.
The computational requirements of precision agriculture,
on the one hand, and the fact that most farmers are unwilling
or unable to make substantial investments in IT, on the
other hand, make cloud computing services a suitable choice
for the area of precision agriculture. Such services can not
only provide on-demand access to agricultural data, highperformance processing, and sophisticated analysis capabilities but also the ability to share relevant information among
different farms (e.g., information on disease spreading, pest
control, weather data, and best practices).
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This paper proposes a framework for developing cloudbased applications (SaaS) for farmers. The framework defines
a set of services that are aimed at integrating data from various
sources, analyzing the data, and visualizing them in order
to provide farmers a comprehensive view for better decision
making. The framework focuses more on the functional components, abstracting from particular technologies and tools.
C. DATA INTEGRATION TECHNIQUES

The proposed framework integrates data that are stored in
various ways, e.g., in relational databases (from which data
are retrieved via SQL), no-SQL databases (e.g., JSON based),
CSV files, HTML files on the Web, and ontologies in triplestores. As the latter, ontologies and triplestores, are less
known and play a key role in the implementation of the
second use case we present, we will provide in this section
background on these concepts.
An ontology is a formal representation of domain knowledge, which can be interpreted by machines [17]. In other
words, ontologies formally define the entities (concepts) of a
domain, their attributes, and their relationships in a machine
interpretable way. Thus, ontologies have become a major tool
for domain knowledge representation and a core component
of many knowledge management systems, DSSs, and other
intelligent systems [17], [18], [21], [22].
Ontologies can be used for several purposes: First,
an ontology, being a formal explicit description of domain
knowledge, can be used by machines for knowledge deduction [22]. For example, if a data set specifies that the chemical
Abamectin is effective against the pest Red mite and that
the pesticide Agriron contains Abamectin, then a machine
can infer that Agriron is effective against Red mite. Such
inference can be made if an ontology declares that a pesticide
is effective against a pest if a chemical it contains is effective
against the pest. This makes ontologies suitable for serving as
the underlying knowledge base of DSSs and expert systems.
Second, ontologies enable sharing conceptual schema of
data, allowing application programs and databases to interoperate without having to share data structures [23], [24]].
As a result, if two application programs or webpages share
an ontology, then it is possible to automatically extract and
aggregate information from these applications and webpages.
In addition, it is possible to translate concepts of one application to concepts representing the same thing in the other
application.
Third, ontologies enable the reuse of domain knowledge
[19], [25]. Once an ontology is published, it can be used
by various applications in various domains. Furthermore,
several ontologies describing different parts of a domain can
be integrated to create one large ontology of the domain
[19]. For example, in the context of agriculture, there are
several open ontologies, such as AGROVOC [15] and DBpedia. AGROVOC is a multilingual thesaurus maintained by
the Food and Agriculture Organization (FAO) of the United
Nations; it includes definitions and properties of many agricultural concepts (e.g., pests, crops, and pesticides) in 17
VOLUME 10, 2022
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different languages. These reusable definitions support the
integration of information that is represented in different
languages. DBpedia is a pivotal ontology, which is extracted
from Wikipedia. As such, it provides millions of concepts
(Things), and links to other ontologies.
A pivotal use of ontologies serves the creation of the socalled Semantic Web. The Semantic Web (also known as
Web of Data or Web of Linked Data) is an extension of the
Web through standards by the World Wide Web Consortium
(W3C) with the aim of providing a formal representation of
the information on the World Wide Web, to facilitate sharing
and reusing of data on the web across applications (BernersLee et al. 2001; W3C 2006).
Currently, most of the data on the Web resides in HTML
documents that can be read by humans and by machines.
While humans are capable of understanding the meaning
of these documents, machines cannot extract meaning from
these documents other than searching them for particular
keywords. The Semantic Web initiative is aimed at changing
this situation and making data in Web documents understandable to machines – by using ontologies. Ontologies provide
a formal language that specifies how data on the web are
related to objects (i.e., instances of classes) in the real world.
In addition, since these ontologies are described in standard
formats, it is possible to integrate and combine data from
diverse sources on the Web, thereby making the Web one
huge database. Both AGROVOC and DBpedia are published
as linked data on the Semantic Web and can thus be reused to
create integration among different agricultural applications.
To support the Semantic Web initiative, the W3C has
developed a set of standards and tools. This set includes
formal languages, such as the Resource Description Framework (RDF), a model for data publishing and interchange
on the Web, which enable specifying relations between Web
resources that represent objects in the real world, and the
Web Ontology Language (OWL), which extends RDF and
allows the specification of ontologies with a higher level of
semantics and knowledge inference. In addition, it defines
SPARQL – a standardized query language that enables querying decentralized collections of RDF data that are stored in
one or more triplestores. A triplestore is a type of a graph
database for the storage and retrieval of RDF [26]. It is called
a triplestore because the RDF data are stored in three linked
data pieces (i.e., triples): subject, predicate (or verb) and
object.

III. RESULTS

Based on the top-down analysis of information collected
through interviews and questionnaires, we defined an initial architecture of the framework. We then used this initial
architecture to develop different applications, and based on
the experience and insights gained and new requirements
that were faced, the architecture was revised in an iterative process. In the following subsections, we describe the
resulting functional architecture and then the three use case
VOLUME 10, 2022

applications of this architecture (which are added to the top
tier of the architecture).
A. FRAMEWORK ARCHITECTURE

The framework architecture includes functional services that
are divided into four levels, as depicted in Figure 2.

FIGURE 2. The architecture of the proposed service framework.

1. The Data Layer in which data are stored in different
ways – relational databases, triplestores (for storing
ontologies), XML files, documents, etc. The data stored
in this layer can be either public (i.e., accessible by
everyone) or private (i.e., data collected by a particular
farm that are accessible only to workers of that farm).
In addition, we include external Web services, which
enable services to retrieve data from external databases
and sensors that provide data to the IoT data extraction
services described in the second layer.
2. Data Extraction, Transformation, and Integration – a
set of services that are used for extracting data, transforming and integrating it, and, when required, loading
it into a shared data store. These services include:
• SQL services for querying relational databases.
• SPARQL endpoint for querying triplestores using
SPARQL, an ontology query language.
• Ontology editors for creating and editing ontologies.
• User management and access control services for
managing the access of different users to different
parts of the data, based on their privileges and
organizational affiliation.
• ETL services, both commercial-generic and proprietary, for automatically extracting data from different resources, cleansing and transforming them,
and loading them to a shared database.
• IoT data extraction services for gathering data
transmitted from remote sensing and soil sensing
devices.
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3. Data Analysis Layer −− in this layer, different services
for analyzing data and for visualizing them in a way
that facilitates decision support are provided. These
services include:
• Geographic Information System (GIS) services
that support the geographical analysis of agricultural data (such as the location of fields, pest
attacks, etc.).
• Data mining services that can be used for analyzing
relationships between different parts of data and
for deriving insights, to be used for recommendation and prediction purposes. Such services include
machine learning tools for regression (learning
models that predict a target value of an observation,
such as the expected yield of a field), classification
(learning models that predict the class to which an
observation belongs, such as the classification of
an image of a pest to its species), and clustering
of data (learning clusters of similar observations,
such as land plots that should be treated in the same
way).
• Business intelligence (BI) services, which support
real-time analysis and insightful visualizations of
information that is gathered and integrated by
services of the two bottom layers. Such services
support the creation of effective and insightful
dashboards for farm managers.
• Image
processing services, which apply
deep-learning and other image processing techniques on images (e.g., satellite imagery of the
land) to automatically analyze their meaning or
characteristics.
4. The Application Layer −− comprises a set of end-user
applications (SaaS) that support farmers’ work. The
applications in this layer are constructed using services
from the three bottom layers.
B. USE CASES
1) MONITORING AND ANALYZING THE SPREAD OF RED
PALM WEEVIL (RPW)
a: GOAL

The goal of this use case is to demonstrate how data residing in different systems can be integrated to monitor pest
spreading.
b: BACKGROUND AND MOTIVATION

The RPW, Rhynchophorus ferrugineus, is a species of snout
beetle that is considered a major pest in palm plantations
[8]. In recent years, its spread has accelerated in Israel and
infected trees have been recorded throughout the country,
leading not only to financial damage but also to a real death
threat of falling trees in urban areas. To eradicate the weevil’s
spread in Israel, three different organizations are investigating
its spreading. These organizations, however, operate independently and manage their own databases (four databases)
that cover separate geographical areas, thereby limiting their
88532

ability to provide a comprehensive view of the phenomenon.
The aim of this use case is to develop a cloud-based service for integrating data from the different organizations,
including visual, map-based analysis capabilities, in order
to provide a comprehensive view of the RPW’s spread and
support its mitigation.
c: SPECIFIC REQUIREMENTS

Based on interviews with representatives of the different
RPW monitoring organizations, the targeted service should
satisfy the following requirements:
1. Integrate information collected by the various information systems to provide a comprehensive view of RPW
spread over the entire country rather than particular
geographical areas. Both information on infected palm
trees and on exiting traps and captures of the RPW
should be included.
2. The service should not interfere with the existing processes (using the existing systems) of the organizations,
as these processes are diverse and have different goals.
3. The service should support geographical representation
of the unified information and provide such analysis
capabilities as aggregation and filtering of data.
4. Data should be accessible to everyone from everywhere.
5. It is important that the system is scalable and supports
increasing volumes of data and bandwidth, as the volume of data is expected to increase significantly in
the following years due to planned activities to raise
awareness to the problem and encourage the public to
report infected trees.

d: APPLICATION ARCHITECTURE

We decided to create a service that extracts data from the
existing databases, transforms the data, and loads them into
the unified database (i.e., an ETL process), as well as allows
visualization and analysis of the unified data. We do so
for two reasons: First, such a service does not interfere
with the existing working processes of each organization (as
demanded by users and reflected in the requirements presented above). Furthermore, such a service does not require
interaction among the organizations. Second, developing the
service (which is only aimed at data integration) would
be faster and cheaper than developing an entire information system that also handles user interfaces and data input
processes.
The solution also requires handling the visualization of
the unified data. For this purpose, we use ArcGIS. ArcGIS
is a GIS developed by Esri (Esri.com), which can be used
for creating and extending maps with geographical information [27]. This mapped information, in our case the unified
data on RPW spread, can then be visualized and analyzed in
different ways.
VOLUME 10, 2022
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The solution architecture comprises the following
components:
1. A relational database management system (RDBMS)
for managing the unified database (Data layer
in FIGURE 2).
2. Data Extractor service (component 2.5 in FIGURE 2))
– A proprietary Java program that collects RPW spread
data through Web services that read data in different
formats (CSV and JSON) from the separate databases
and then writes the data into the unified database.
3. ArcGIS Online (component 3.1 in FIGURE 2) –
ArcGIS is a GIS used for creating and extending maps
with geographical information [28]. ArcGIS Online is
a cloud-based version of ArcGIS that also allows users
to share their maps with others. As opposed to the
offline version, which requires software installation on
client servers (ArcGIS for server) or on leased cloud
infrastructure, ArcGIS Online is provided in a SaaS
model, in which clients access ArcGIS online and pay
per use. We use ArcGIS Online to visualize the data
stored in the unified database as data layers. Each
database table or view can form a layer and the user
can dynamically select the layers for display.
4. Database to ArcGIS Converter (component 4.5 in
FIGURE 2) – To visualize data stored in the unified database on ArcGIS maps, the data have to be
converted into CSV format. Therefore, we created a
program that generates the appropriate CSV files from
the unified database (via SQL – component 2.1 in
FIGURE 2) and stores them on the cloud server.
Specifically, the program creates CSV files for describing palm trees, infected palm trees, healthy palm trees,
traps, and capture summaries in total and per year.
A corresponding batch file that automatically runs
the program once a day was written and deployed
on the cloud server. Each map layer is connected
to a CSV file and is updated when the CSV file is
updated
FIGURE 3 depicts the relations among the proposed architecture components:
1. Dynamic data are transferred automatically to the Data
extractor service (3) from two different sources:
a) Data from Eden farm,1 which is maintained in an
online CSV file (1.1).
b) Data from the Agriculture Research Organization
received through a Web service in JSON format
(1.2).
2. Static data from the Plant Protection and Inspection
Services (2) are transferred directly to the unified
database.
3. The Data Extractor processes the data from the different sources into the unified structure, before being
transferred to the unified database (4)
1 https://ims.gov.il/en/node/169
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FIGURE 3. Proposed system architecture.

4. Various triggers store the data in the unified database
structure.
1) Database to ArcGIS Converter (5) transforms data
stored in the unified database to ArcGIS format (6).
5. Using ArcGIS Online, users can watch and analyze the
data (7).
6. Additionally, users can directly access the database and
query it via remote access connection.
e: DEPLOYMENT

The developed artifact has been deployed on the AWS cloud.
Originally, we deployed the data extractor service and an
SQL Server as the unified database on an Amazon Elastic Compute Cloud (EC2). EC2 is an infrastructure service
provided by Amazon [13], which allows the user to launch
machine instances with selected operating system, applications, libraries, and data. Another deployment alternative,
which is more scalable and efficient, is to use an Amazon
Aurora DB instance in a virtual private cloud (VPC) [29]
and to implement the data extraction services as Lambda
functions [30], which write and retrieve data to and from
the database. Amazon Aurora is a serverless RDBMS that
provides high scalability, performance, and availability by
managing data on multiple DB instances [31].
As required, data from the various databases are stored in
the unified database and in CSV format, which is required
for representing the data in the ArcGIS platform. These data
transformations are illustrated in FIGURE 4: the left panel
shows the original databases located on the map according to
their respective geographical areas, the middle panel shows
the unified database that integrates the data, and the right
panel shows how the data are presented on the ArcGIS map
to indicate traps (in red) and infected trees (in green).
2) DSS FOR PESTICIDE APPLICATION
a: GOAL

The goal of this use case is to demonstrate how data from the
web can be integrated to provide a pest-control DSS.
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d: APPLICATION ARCHITECTURE

FIGURE 4. Illustration of data transformations resulting from the
developed system.

b: BACKGROUND AND MOTIVATION

A farmer, who has to decide which pesticide to use against
a particular pest damaging his crop, needs to take into
account country-specific regulations (e.g., permitted levels
of pesticide residues), application instructions, and financial
considerations. The fact that these data are stored in different
locations, sometimes using different terminologies or different languages, makes it difficult to gather the data, requires
that the farmer is familiar with the variety of terms used,
and consequently hampers the efficiency and effectiveness of
the decision process. To overcome these challenges, we propose using an ontology-based Web system for pest control,
which facilitates the integration of information coming from
different sources and represented by different terminologies
over the Web, due to various pesticide regulations of different
countries to which the crop is exported.
The capabilities provided by ontologies, as described
above, can be exploited to achieve better decision support
for farmers deciding which pesticide products to use and
how to apply them for different pests and crops, while taking
into account pesticide regulations in the destination countries,
to which the crops are exported.
c: SPECIFIC REQUIREMENTS

1. The pest-control DSS should capture information on
suitable pesticides for exterminating different pests
that damage different crops. It should capture required
pesticide dosage, country-based maximal residue limit
(MRL), i.e., the permitted level of chemical remaining
on crop samples in different countries, and the number
of days before harvesting, in which each pesticide can
be applied on each particular crop to satisfy the required
MRL level. As this information resides in different
websites and in different languages, an ontology is a
natural choice for integrating it.
2. The ontology would serve as the knowledge base at
the core of a pest-control Web application for farmers,
pesticide guides of the Plant Protection and Inspection
Services (PPIS), and other stakeholders.
3. The ontology should be published on the Semantic Web
and should reuse concepts from existing ontologies
(e.g. AGROVOC and DBpedia). Thus, it should be
formalized using Semantic Web standards.
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The resulting ontology and its development process are
detailed in [32]. FIGURE 5 shows the architecture of the
system, including a Web browser from which the user interacts with the system, a Web server running a PHP application
(component 4.6 in FIGURE 2) that, based on user requests,
defines and executes SPARQL queries (component 2.2 in
FIGURE 2) to retrieve information from the pest-control
ontology as well as from other external ontologies (‘Agriculture ontologies’ in layer 1 of FIGURE 2). The ontology
was uploaded to a triplestore that runs on a SPARQL Server.
Query results are sent back to the user and presented on the
browser.

FIGURE 5. Architecture of the pesticide application DSS.

e: DEPLOYMENT

Originally, the ontology was uploaded to a triplestore that
runs on Apache Jena Fuseki Server (https://jena.apache.org),
which was launched on an EC2. However, another deployment alternative, which is more scalable and easier to manage, is to use an Amazon Neptune, a fully managed graph
database that supports SPARQL queries. The PHP application can be deployed on an Amazon Elastic Container
Service (ECS).
The application demonstrates the advantages of using
Semantic Web ontologies; not only does it allow linking
concepts that are defined in different databases over the Web,
but it also allows the reuse of concepts defined in other
ontologies. For example, the images of pests are taken from
DBpedia, and hierarchical menus of crops and pests allowing
the rapid location of the required pest or crop are constructed
based on the broader and narrower properties defined in
AGROVOC.
3) SENSOR-BASED IRRIGATION RECOMMENDATION
a: GOAL

The goal of this use case is to demonstrate how sensor-based
data can be integrated with weather data and previous irrigation amounts to develop an irrigation recommendation model,
which is then used in an irrigation recommendation system.
b: BACKGROUND AND MOTIVATION

Jojoba Israel is one of the world’s leading producers of
Jojoba oils, as well as a leader in the use of sensor-based
agriculture. The orchards of Jojoba Israel are covered by
sensors that collect soil and plant-related data, which are
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used for monitoring the state of plants at real-time. The
company’s agronomist uses these data, while also considering
meteorological data collected from a meteorological station
and weather forecasts, to construct a weekly irrigation plan
for each plot.
The decision process is not based on an explicit irrigation
model but rather on the tacit knowledge of the agronomist,
who examines the plant and soil conditions, as reflected in the
sensor-based data, and decides accordingly. In fact, there is no
recommended model for Jojoba irrigation in the literature and
the irrigation decision process in Jojoba Israel has changed
significantly over the years, resulting in a steady increase of
yield. Our aim is to use the historical soil and weather data
measured over time in each subplot as well as historical irrigation decisions to train an irrigation recommendation model.
Such a model can automate the agronomist decision process.

2.

3.

4.

c: SPECIFIC REQUIREMENTS

1. The recommendation model should capture the
agronomist’s tacit knowledge and experience, that is,
recommend the correct irrigation amounts prescribed
by the agronomist with an accuracy of at least 95%.
2. The model should be trained on input variables that
are measured by the soil sensors and weather station,
cleaned and aggregated per week.
3. The irrigation recommendation application will be used
twice a week, and given data collected periodically
(e.g., every 15 minutes) along the preceding week at
each subplot of land, predict the recommended irrigation volume.
4. The application should be able to deal with
noise (incorrect measurements) and missing values
(e.g., when one of the sensors is not working).
d: APPLICATION ARCHITECTURE

The model and its development process are described in [33].
Once the model was ready, we developed an application
that applies the model on relevant variables retrieved from
the database (soil and weather data) to predict the correct
recommended irrigation amount per subplot. The architecture
of the application is presented in FIGURE 6. It includes the
following components:

5.

soil moisture data from uMANAGETM2 —a real-time,
Web-based crop management system, connected to
different types of sensors that transmit data through
remote transfer units (RTU) to a main control unit
(MCU). This process is depicted in the right side of
layer 1 of FIGURE 2.
Weather data handler – a service that periodically collects data from the meteorological station (corresponds
to component 2.6 in FIGURE 2) and writes the data
to a relational database (‘meteorological data’ in layer
1 of FIGURE 2).
Soil data handler – a service that collects data from
uMANAGE (corresponds to component 2.6 in layer
1 of FIGURE 2) and writes the data to a relational
database (‘soil data’ in layer 1 of FIGURE 2).
Model training – To train the irrigation recommendation, data were first retrieved into a CSV file, and
various machine learning (ML) methods were applied
to find the best recommendation model (and the relevant features) using python data science libraries (e.g.,
scikit-learn, pandas, numpy, and sciPy).
The irrigation recommendation model inference service incorporates the trained model, reads the relevant
features from the relational database (via SQL – component 2.1 in FIGURE 2), cleans and prepares them for
each subplot, and provides them to the trained model to
predict the required irrigation per subplot.

e: DEPLOYMENT

For the deployment of the irrigation recommendation application, a possible solution is to use Amazon Aurora serverless
database on a VPC for storing soil and weather data, and
to implement the data handling services and recommendation model inference service as Lambda functions, which
write and retrieve data from the database respectively. Currently, the sensors and collected data are managed by the
uMANAGETM system, from which the Soil data handler
extracts data. However, an alternative solution is to use AWS
IoT [34] for managing the different sensors and to directly
store them on the Aurora serverless database.
In summary, the three use cases presented above demonstrate the use of the framework components.
IV. DISCUSSION AND CONCLUSION

FIGURE 6. Irrigation recommendation application architecture.

1. Measuring systems: we collected meteorological data
from a nearby meteorological station and sensor-based
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We present a framework for integrating and analyzing agricultural data from various sources, which leverages cloud
computing, thereby contributing to the scalability, flexibility, affordability, and maintainability of consequent solutions
relative to existing solutions. The framework defines a functional infrastructure of cloud-based services that facilitate the
integration, analysis, and visualization of data. It comprises
four layers: the Data layer, which includes various databases
(e.g., pest spreading data, meteorological data, water sample
data), as well as linked-data (e.g., a pest-control ontology,
2 UManageTM has been replaced by NetBeatTM https://www.netafim.
com/en/digital-farming/netbeat/
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which refers to such external ontologies as AGROVOC), and
document files (e.g., best practice and guidelines); the Data
Extraction, Retrieval, and Integration Service layer, which
includes services such as IoT, data extraction, propriety data
extraction and integration services, and an open-source ETL
service; the Data Analysis layer, which includes GIS, data
mining, and BI services; and the Application layer, which
includes end-user applications (e.g., pest-control DSS and
pest-monitoring services) that were created using the services
in the underlying three layers. It should be noted that the
framework is intended to integrate and process data from both
existing external databases and new databases, and to reuse
exiting software services when possible. The framework has
been demonstrated and evaluated on numerous use cases.
In this paper, we focus on three of these use cases, where each
use case represents different data integration requirements
and is based on different services of the proposed framework.
The first case is a system for monitoring the spread of the
RPW in Israel. This case demonstrates an ETL process for
data integration and visualization using a GIS service (the
ArcGIS platform). The second case is a DSS for pest control,
which demonstrates the integration of data available online
to support pesticide application decisions. The third case
demonstrates the processing of sensor-based data and the
application of ML models for providing plot-level irrigation
recommendations.
While few cloud-based frameworks exist in the literature
[7], [9], [12], [35], they usually focus on more general and
technical aspects (e.g., network and communication aspects
or sensor aspects). The proposed framework, by contrast,
defines functional aspects required for data integration and
analysis, while abstracting specific technologies as much as
possible. These functional aspects are derived both top-down,
based on comprehensive literature analysis, interviews, and
questionnaires, as well as bottom-up, based on experiences
gained while applying the framework on actual use cases.
As such, we expect the framework components to be sufficient for developing most cloud-based agricultural services.
The contribution of our work is twofold. First, the proposed framework and its usage, exemplified through the three
use cases, can be applied in other cases that require multisource data integration. The framework facilitates data integration among agricultural systems and fosters collaboration
between farmers. Second, our research advances knowledge
on the use of cloud computing for integrating distributed agricultural data. In particular, the proposed approach utilizes the
advantages of cloud computing for data integration. By using
cloud-based computing and storage services, it is possible to
‘‘pay as you go’’ and avoid initial investments in hardware
and software. A cloud-based solution is also more scalable
and flexible, allowing the practically immediate addition of
computation power, storage, and bandwidth. Finally, cloud
computing enables users to outsource the management of IT
infrastructure. These advantages can be utilized not only in
the particular case of pest control or sensor-based irrigation,
but also in other agricultural domains, to integrate data that
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are constantly collected by different agricultural information
systems, such as plant disease monitoring and prediction
systems, satellite-based crops-yield monitoring systems, and
weather systems. In such cases, not only scalability and
cost-savings are important, but also the ability to quickly
process and analyze large volumes of data [13]. It should be
noted that there are already available agricultural cloud services (SaaS) that support decision making and provide information to farmers. These services usually include APIs that
allow for convenient integration. Hence, cloud computing can
immensely facilitate the development of new agricultural data
integration services by integrating and reusing those existing
services. The obtained data integration capabilities would in
turn facilitate information sharing between farmers, which
has been shown to have a positive effect on supply chain
collaborations [36]. This would contribute to economic efficiency in various scenarios shared by a wide range of farmers
(e.g., [37], [38]). Furthermore, a framework of cloud-based
agricultural services for data integration can create network
effects. As more users apply the framework and join the
platform, more information, data products, and new agricultural services are produced, increasing the value of the
platform to all users. Such a positive feedback mechanism
is likely to facilitate the growth of cloud-based agricultural
services, their user base, and their value for farmers and
related stakeholders.
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